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As Artificial Intelligence (AI) continues to 
progress and businesses across the globe benefit 
from its capabilities, it’s important to ensure that 
the technology is being harnessed for good, to 
create a better, fairer society. AI systems are 
already superior to humans in certain tasks such 
as image recognition, data analysis and problem 
solving tasks. These advances present a wealth 
of ethical questions surrounding biases that 
could appear in the data, security issues, and 
potential consequences if systems are hacked or 
used irresponsibly. There are several ‘guidelines’ 
for ethical practices of AI such as the way data is 
handled and the processes developers should go 
through when creating a product, but there are 
still grey areas which are a cause for concern.

Throughout this paper we will explore the ethical 
implications of AI as well as looking at real world 
examples of how AI can be used for good. 
Expert opinions from academics, industry 
leaders, researchers, CEOs, founders and many 
more are included to comment on the ethical 
concerns and solutions across multiple industries 
including healthcare, finance, environmental 
sustainability, research, transport and more.  
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2. INTRODUCTION
Artificial Intelligence is already impacting our 
lives on a daily basis from the way we interact 
with technology on a personal level, to the 
operations of businesses across the globe. As 
research progresses this level of automation will 
only increase. Whilst mass implementation of AI 
promises to improve healthcare, education, 
research, transport, sustainability and countless 
other industries, its essential that corners are not 
cut to achieve the end goal.  

Ethical issues relate not only to ensuring that 
machines have the best interest of humans at the 
centre of their decisions, but also how we arrive 
at these decisions and who ultimately is 
responsible. So how should we create standards? 

• The ACM’s code of ethics makes an attempt 
to look at a broader picture of computing 
professionalism and ethical development that 
has AI as a part of that. (Catherine Flick, De 
Montfort University) 

• The UK Lord’s Report has proposed a national 
and international ‘AI code’ to ensure the 
country becomes ‘a world leader’ in the 
industry's application of machine learning. 
(Lord’s Report: Artificial Intelligence 
Committee, 2018)  

• In 2016, the White House released a report, 
‘Preparing for the Future of Artificial 
Intelligence’, highlighting existing and 
potential applications of AI, focusing on how AI 
can be used for good. (2016) 

• Accenture have created an ethical framework 
highlighting that AI must be created in the 
right environment, with ethics considered 
throughout the whole process with developers 
understanding the impact at every stage. ‘For 
the digital economy to flourish, trust needs to 
be baked into the system at every level’. 
(Accenture, 2017) 

• The EU Commission are aiming to ‘take the 
lead to shape the ethics of AI’ with three main 
goals: Boosting ‘the EU's technological and 
industrial capacity and AI uptake across the 
economy’; ensure there is ‘an appropriate 
ethical and legal framework’ based on EU 
values; and ‘Prepare for socio-economic 
changes’. (EUobserver, 2018) 

Ethics is what you apply to 
decisions to ensure you’re doing 
your best not to harm others. This 

means questioning each feature and design 
choice - are we doing this because it’s ‘cool’ 

or because it will help someone?   
(Cathy Pearl, Sense.ly)

MARKET FORECASTS:  
WORLDWIDE INCREASE OF AI 
SOFTWARE, HARDWARE & SERVICES 

2017 2018

$17.5bn

51%

$26.4bn

This rate of growth projected by Tractica, whilst 
promising, can be concerning if handled 
incorrectly. The idea of creating machines that 
are able to independently make decisions 
raises numerous ethical issues. If these issues 
are not considered from the outset, the results 
could be detrimental. (Tractica, 2018)
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With AI technologies, ethics raises 
questions about dignity, privacy, 
bias, consent, transparency of 

machine decisions, predictability of AI 
behaviour, and many more. This then 
introduces countless questions, not least 
about automation, and filling human roles 
with algorithmic ‘entities’. 
(Andrew McStay, Bangor University)   



 

RULES & REGULATIONS: LORD’S 
REPORT EXPLAINED 

The UK Lord’s Report has proposed a national and 
international ‘AI code’ based on five principles to 
ensure the country becomes ‘a world leader’ in 
the industry's application of machine learning.  

When creating AI, whilst the team behind the 
product approach the process with good 
intentions, there are still many ways in which 
the final product could be unethical, Kate 
Crawford, Co-Founder of AI Now explains. 
‘Often when we talk about ethics, we forget to 
talk about power. We’re seeing a lack of 
thinking about how real power asymmetries 
are affecting different communities. If the team 
behind an algorithm are not from a diverse 
background, the AI will be laden with 
unintentional biases.’ 
(Wired, 2017) 

1. Artificial intelligence should 
be developed for the 
common good and benefit of 
humanity. 

2. Artificial intelligence should 
operate on principles of 
intelligibility and fairness.

3. Artificial intelligence should 
not be used to diminish the 
data rights or privacy of 
individuals, families or 
communities.

4. All citizens should have the 
right to be educated to enable 
them to flourish mentally, 
emotionally and economically 
alongside AI. 

5. The autonomous power to 
hurt, destroy or deceive 
human beings should never be 
vested in artificial intelligence 
economically alongside artificial 
intelligence. 

(Parliament UK, 2018)

Throughout this paper, we will explore the way in which bias affects AI and if this can be avoided, 
categorising ‘right’ and ‘wrong’ to help identify who is ultimately responsible for the decisions that 
machines make, concerns around security, privacy and transparency, and how AI can be used for good. 

The Ethical Implications of AI
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Ethics is less about a 
standalone concept than an 
ongoing debate about 

morality and doing the right thing.  
(Andrew McStay, Bangor University)



 
3. BIAS

More training data means less space for bias: To improve the availability of data 
for developing AI systems, the Government should ensure that public funding for 
research explicitly ensures publication of underlying data in machine-readable 
formats with clear rights information wherever possible.  

           (GOV UK, 2017) 

As the applications of AI increase, more and more 
people are creating these systems. Regardless of 
whether the creators have the ‘right’ ethical 
practices in place, bias comes under scrutiny time 
and time again.  

Every single judgement we make is value laden. 
We are inherently tied to our own experiences and 
beliefs, and there’s no way to remove this from 
ourselves. This means that even if we believe our 
opinion to be neutral, 'nothing we do can ever be 
neutral as we’re incapable of eliminating our own 
bias, so that affects every piece of technology we 
make.’ (Yasemin J. Erden, St Mary’s University)  

Ideally, intelligent systems and their algorithms 
should be objective, and it is a common 
misconception that because they rely on 
mathematical computations this is the case. 
However, the training data that the machines learn 
from comes from human programmers.  

WHAT DO WE MEAN BY BIAS? 
Bias is an unfair slant towards one or more groups 
of people. Algorithms are biased when built on 
biased data sets. For example, the early days of 
speech recognition built models based mainly on 
samples from white male speakers, Meaning 
speech recognition did not work as well for 
women. (Cathy Pearl, Sense.ly) 

HOW DO BIASES GET INTO AI? 
Beyond the inherent problems associated with 
prejudice, biases become buried in algorithms 
that are in turn difficult to access, diagnose and 
remedy. In facial coding for example, there is 
need to pay careful attention to both training data 
and annotators. There is genuine concern among 
many companies that training data and annotation 
processes are too white and western-centric. 
(Andrew McStay, University of Bangor) 
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THE KEY TO BIAS? - TRANSPARENCY 
Until recently the progress of AI has largely been 
confined to the world of science. Now science 
and commercial reality are converging. Bill 
Aaronson explains that: 

’Thanks to Cambridge Analytica, we are 
becoming aware of how AI can even sway 
elections. In the field of transport, let’s not forget 
that two people have died recently. These were 
not accidents but preventable incidents whose 
cause is to be determined.’  
(Bill Aronson, AI Research Group)
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1. ALGORITHMIC 
BIAS

Machine learning identifies and learns from 
patterns in datasets, so if a human feeds the 
model with gender biased data, for example, 
the system will learn to become even more 
skewed towards one gender. (MIT Tech 
Review, 2017) 

Much of the AI work is being developed by 

predominantly young, white, male 

engineers. (Wen Dombrowski, CATALAIZE)

2. DATA 
LIMITATIONS

Some industries have much smaller datasets 
than others, meaning that the limited available 
data does not accurately portray the full 
context of a situation.(Wen Dombrowski, 
CATALAIZE) For example, a company has 
relatively limited data sets, but then a series of 
extraordinary events trigger spikes in default 
rates, for example, in finance credit scorecards 
could brand a region as ‘high risk’ despite the 
absence of a permanent structural cause. 

3. CONFIRMATION 
BIAS

This type of bias deals with the tendency to 
select evidence that supports individuals pre-
existing beliefs. For example, when a system 
learns the users opinions, it will only present 
them with information they will agree with -
shielding them from information which 
conflicts with their beliefs. This is troubling 
when looking at areas such as elections 
where an individual may miss out on an entire 
campaign from an opposing party. 
(TechCrunch, 2016)

4. FROM 
INTERACTIONS

While some systems learn by looking at a set 
of examples in bulk, other sorts of systems 
learn through interaction. (TechCrunch, 2016)  

For example, if someone holds racist or sexist 
opinions and is interacting with a training system, 
the AI will learn from that interaction and adopt 
the opinions itself. 

5. EMERGENT  
BIAS

Sometimes, decisions made by systems 
aimed at personalisation will end up creating 
bias ‘bubbles’ around us. (TechCrunch, 2017) 
Instagram have recently changed their 
newsfeed algorithm to prevent this bias, 
announcing that the change is to give users 
‘more control over your feed and ensure the 
posts you see are timely.’  
(Business2Community, 2018)



 

IN INDUSTRY

  In Recruitment, typically ‘male’ 
  roles aren’t shown to female 
applicants. ‘For example, if a computer 
searching résumés for computer 
programmers associates ‘programmer’ with 
men, mens’ résumés will pop to the 
top.’ (ScienceMag, 2017)

     In Finance, loans have been 
     denied without justification, 
based on the race or address of the 
applicant. In traditional applications, the 
loan officer would be able to make an 
informed decision based on each 
circumstance and provide the would-be-
borrower with the exact issues with the 
application. (The Conversation, 2017)

IMPLICATIONS OF BIAS
Where machine learning predicts behavioural 
outcomes, the necessary reliance on historical 
criteria will reinforce past biases. The key areas 
of concern here lie in race or ethnicity, gender, 
age, language, culture, values, environment, 
emotions amongst others. Ultimately, a biased 
input results in an even more biased output. 
(Yasemin J. Erden, St Mary’s University) 

The problem of bias is likely to 
become more significant as the 
technology spreads to critical 
areas like medicine and law, and 

as more people without a deep technical 
understanding are tasked with deploying 
it.’ (MIT Tech Review, 2018) 

There are several real-world implications of 
unfair systems, for example in natural 
language understanding accents are 
misinterpreted, and previously in image 
recognition, black users have been labelled 
as ‘gorillas.’ 

     In Healthcare, in the worst cases 
     bias can lead to misdiagnosis 
missing key signs of illness. For example, 
women's symptoms of a stroke are not 
always the same as men's, and because of 
this, women's strokes sometimes go 
undiagnosed. If we use only men's 
reported symptoms to train up a stroke 
detection system, some women will not 
have their symptoms detected. (Cathy 
Pearl, Sense.ly)

HOW CAN WE MINIMISE BIAS? 

As ML systems are built today, specifically with 
respect to data collection and use, there is not 
enough of an emphasis on bias reduction 
techniques. As such when data is collected, 
human bias starts right at the stage of deciding 
which attributes to include in the data cleaning 
phase when the dataset is made ‘neat’ to comply 
with the ML system input requirements. In 
secondary data use, often without specifications 
on what the underlying assumptions were, we 
inadvertently allow prior biases from the original 
data collectors to creep in. ‘The heart of AI is 
not the algorithm, but the human 
manipulating it.’ (World Economic Forum, 
2017) 

Every decision has a bias of some sort, but in AI 
we must concentrate on minimising unjustified 
bias and ensuring that our biased decisions are 
based on justified and appropriate criteria. It’s 
important to understand what the criteria are on 
the decision that’s being made in a transparent 
way, so that it can be ensured that the 
justification is acceptable. (Ansgar Koene, 
University of Nottingham) 

Incorporating diverse groups to help design the 
scenarios in which AI is to be deployed by 
ensuring the training data is as realistic and as 
proactively de-biased as possible is a good place 
to start. AI is only as good as it's training data. If 
the data is biased, the AI will reflect that.  
(Catherine Flick, De Montfort University) 

HOW CAN WE MINIMISE BIAS? 

The Ethical Implications of AI
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4. MORAL MACHINE 
DECISION MAKING
60%      Almost 60% of people questioned 
      in a recent study would be happy 
to ride in a self driving car, and locations 
such as airports are already using 
autonomous shuttles as part of their 
operations, but is everyone aware of the 
implications of putting our lives in the hands 
of an artificially intelligent machine? 
(Futurism, 2018) 

When considering how can a machine make 
the ‘right’ moral decision, we must identify 
what indeed is the ‘right’ decision. For 
example, in every case should an 
autonomous vehicle swerve to hit a single 
pedestrian to save 4 pedestrians?  

AI Ethics Researcher at McGill University, 
Abhishek Gupta explains that a lot has to be 
said about the moot nature of the trolley 
problem given that the control systems in 
self-driving cars are ‘independent’ of the 
machine learning components. This means 
that they operate within safety parameters 
where swerving would be highly restricted 
and the vehicle wouldn’t necessarily have to 
‘choose’ between the two options.  

          THE TROLLEY  
          PROBLEM 
            Developed by Philippa 
                  Foot in 1967 as a  
            morality behind  
            decision making, the 
trolley problem illustrates the problem as 
follows: 

There is a runway trolley heading down the 
tracks straight for five people tied down and 
unable to move. You are standing away from 
the trolley next to a lever which has the 
capability to change the course of the trolley, 
saving the five people. However, there is one 
person tied to the other side of the track 
who would be killed if you pulled the lever. 
Do you: 

1. Take no action - the trolley kills the five 
people 

2. Pull the lever - you save five lives, but 
you have killed one person 

In this instance, whichever action we decide 
on, neither is inherently ‘right’, as there are 
no rules or regulations to suggest which of 
these instances is ethically correct. 

DEEP DIVE: Lucy Yu, FiveAI:  
All the variants in the trolley problem are almost an exaggeration of something we encounter every day, 
where there are no rules or existing guidelines. In autonomous vehicles at least, we’re very much aware 
of these issues and are all starting to think about it. Recently, the German Government released some 
outlines to help with these kind of decisions. It states that all human life should be treated equally e.g. 
age doesn’t matter. In autonomous vehicles we need to think about what’s comfortable to everyone 
whether you’re in the vehicle or outside of the vehicle. It’s not just about the passengers, but the 
pedestrians, cyclists and other road users too. 

The Ethical Implications of AI
9.



 

AI systems may be trained by humans, but they 
continue to learn and grow without our 
supervision. ‘Computer scientists, cognitive 
scientists, and legal scholars say AI systems 
should be able to explain their decisions 
without revealing all their secrets’, but how is 
this done? (MIT, 2017) As mainstream AI 
increases, we will rely more and more on the 
decisions that machines are making, and these 
decisions will become more impactful. There 
are situations where there is clearer right and 
wrong, but this isn’t always straight forward. 

  Facebook’s AI algorithm has  
  been ‘accused’ of creating a  
  secret language, and people are 
  constantly debating whether AI 
  is stealing jobs from experts, but 
  is it actually the AI doing these 
actions? We as humans have created these 
systems. ‘Responsible and ethical Artificial 
Intelligence goes beyond creating systems of 
self-control for AI. A truly ethical and 
responsible AI solution is one in which human 
responsibility is paramount.’(Rumman 
Chowdhury, Accenture) 

DO MACHINES  
HAVE A MORAL  
STATUS? 
Any technology has politics,  
and it has moral status. We  
embed our values into the  
technology we create, so machines do have 
moral status, whether we want them to or not. 
Whether they have moral agency however is 
debatable. This will depend on whether they 
become conscious or not. At the moment this 
is unlikely. (Catherine Flick, De Montfort 
University) 

In order for machines to have a moral status, 
humans must be able to provide them with a 
clear cut definition for morality and it’s 
parameters. Teaching this is challenging. ’In 
every day life humans can’t objectively convey 
morality in measurable metrics that make it 
easy for a computer to process’. Humans tend 
to rely on ‘gut instinct’, something we can’t 
teach. ‘A machine cannot be taught what 
is fair unless the engineers designing the 
AI system have a precise conception of 
what fairness is.’ 

Whilst humans can’t teach machines how to 
behave in every situation, its integral for 
systems to be trained to know what morality is 
and how it can be measured and optimised. 
(Oxford Internet Institute, 2017)

HEALTHCARE: David Ledbetter, Children’s Hospital Los Angeles 
For the foreseeable future, a doctor will always be in the loop as the final arbiter. AI systems should 
be thought of as another tool in the physician’s toolbox to augment their capabilities -- allow them to 
easily distill the exorbitant amount of information that’s currently being captured about the patient. 
We still rely on the doctor to integrate that information with more subjective assessments of the 
patient (e.g. mood, history, etc.) in a way that’s currently beyond the limit of a machine. AI may be 
extraordinary at digesting numerous, disparate data sources, but the doctor provides an important 
anchor for families in times of need -- that role which will not easily be replaced.  

The COPAS Parole Algorithm received much 
unwanted attention when it became evident that 
the software predicting the future of criminals 
was ‘biased against blacks’ (ProPublica, 2016). 
Rumman Chowdhury, Responsible AI lead at 
Accenture explains that ‘at the end of each of 
these algorithms was a judge or parole 
board; a human who ultimately made a 
decision. We are left with the question of 
who to blame – the AI engineer or data 
scientist who wrote the code? The 
company that created and sold the 
product? The judge who implemented the 
decision?’  

10.
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5. PRIVACY & SECURITY

Security and privacy by design are the best approaches for keeping AI safe 
from adversaries. There’s no 100% secure system, so its best to assume 
that it will be attacked at some point and have safeguards for that 
eventuality. (Catherine Flick, De Montfort University)

There are an abundance of security threats 
from malicious uses of AI technologies, and 
whilst the systems may be created with the 
intention of positive outcomes, when they fall 
into the wrong hands the results can be 
untoward. When users download a new app or 
sign up to a mailing list, immediately the 
system asks to collect data; your location, 
address, email, age, gender, race, even your 
profession and salary are required to register 
for certain platforms. With this information, ‘the 
ability to generate synthetic images, text, and 
audio could be used to impersonate others 
online, or to sway public opinion by 
distributing AI-generated content through 
social media channels.’ (The Malicious Use of 
AI, 2018)  

GENERAL DATA PROTECTION 
REGULATION (GDPR) 

With the volume of data that ML systems collect, 
user privacy is a growing concern. This May, 
marks the introduction of the General Data 
Protection Regulation (GDPR) which aims to 
strengthen and unify data protection for 
individuals within the European Union. GDPR will 
prohibit automated decision making, aiming to 
provide a level of transparency for users, and as 
‘transparency has never been AI’s strong suit,’ it 
is expected that these new regulations will pose 
challenging for many AI developers. 
In Article 22 of GDPR, automated decision 
making is covered and states: 

The data subject shall have the right not 
to be subject to a decision based solely on 
automated processing, including profiling, 
which produces legal effects concerning 
him or her or similarly significantly affects 
him or her.  
(GDPR: Time to Explain your AI, 2018) 

Previously, companies have been permitted to 
profile customers based on the data provided, 
and whilst businesses are still able to classify its 
customers by aspects such as their age or 
gender, they now may only do this ‘for statistical 
purposes and to acquire an aggregated 
overview of its clients without making any 
predictions or drawing any conclusion about an 
individual. In this case, the purpose is not 
assessing individual characteristics and is 
therefore not profiling.’ (Artificial Intelligence 
and Machine Learning: What Privacy Issues 
with the GDPR?, 2018) 

11.
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40%      You are over 40% more likely to be a 
      victim of cyber crime that burglary 
(Hiscox, 2018). By adding AI to the equation it’s 
expected that malicious actors will use AI ‘to 
automate tasks involved in carrying out cyber 
attack which will alleviate the existing trade-off 
between the scale and efficacy of attacks’ which 
will lead to novel attacks that exploit human 
vulnerabilities (e.g. through the use of speech 
synthesis for impersonation). (The Malicious Use 
of AI, 2018) 



	  

       PRIVACY ISSUES: 
       IN THE NEWS 
       CEO of Facebook, 
       Mark Zuckerberg has 
       recently appeared in  
       court to defend the 
       social media platform’s 
privacy policies. Facebook has been 
criticised for its lax approach to protect 
users’ privacy and curb the spread of false 
news on the site, and Zuckerberg has 
assured lawmakers that AI would soon fix 
many of these problems: 

Over a five to ten year period we’ll 
have AI tools that will pick out hate 
speech, until we get more automated 
there’s a higher error rate than I’m 
happy with.  

Whilst the potential for these security 
updates are indeed possible, this defence 
depends on ‘how his company specifically 
plans to use AI — and how quickly the 
technology matures over the next few 
years.’ (Salon, 2018) 

     SOLUTION 
     At the University of  
     Warwick, researchers are 
     using NLP to try and 
     overcome this. Rumours 
emerge on social media platforms every 
day, and researchers are using data from 
Twitter that contain these types of 
conversations that are emerging around 
news breaking events, and they are able 
to use AI to analyse the reliability of the 
messages. People begin discussing 
statements and tweets by expressing 
their attitudes towards the truthfulness of 
the rumour.  

Research Scientist Elena Kochkina 
explains that by using all this collected 
information, it’s possible to automatically 
detect the stance of users towards the 
truthfulness of the statements to detect 
whether the user is supporting, denying, 
questioning or commenting on the 
rumour, and as a next step to try and 
determine the veracity of the message 
and whether it’s actually true or false. 
(Elena Kochkina, 2017) 

HOW CAN WE MAKE PEOPLE TRUST 
AI? Kat James, Royal Mail:  
We have to be transparent and really think about 
the image we project to the public about data 
science. Our industry has a tendency to project 
an image of highly educated people building 
complex models that are well beyond the 
understanding of anyone without at least a PhD. 
This doesn’t help develop trust with the public 
and we are responsible for changing this 
behaviour. I hate the phrase ‘black box’ models, 
we should always be able to explain what we 
have done to someone outside of the industry 
and recent techniques such as LIME are making 
great strides forward in this respect. 
Concentrating as much on how we explain and 
communicate our work as on building the 
models in the first place is the future of data 
science, especially as we can expect much 
greater scrutiny following the recent Cambridge 
Analytica scandal and with the advent of GDPR.
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We can guard machines against 
security breaches by following 
these data safety protocols to 

keep data encrypted and stored securely. 
The capabilities for AI systems will be even 
better than humans at keeping data 
secure, since they won't make fall prey to 
human security breaches (like writing 
passwords on Post-Its). However, it is up 
to us human designers and developers to 
make sure this happens and is executed in 
a watertight manner.  
(Cathy Pearl, Sense.ly) 



 
IMPROVING PRIVACY & SECURITY
Unlike other technologies, especially in 
hardware, AI doesn’t have an ‘end goal’. This 
makes setting rigid rules and regulations 
challenging, as privacy and security threats will 
evolve as the landscape of AI matures.  

Training data needs to be protected, users 
need to be able to send their own data (i.e. in 
autonomous cars) to the cloud privately, and 
industries such as healthcare and finance need 
anonymity to be protected. (The Startup, 2018) 

The following recommendations can be 
implemented at high-level to help overall 
improvements:  

Policymakers should collaborate 

closely with technical researchers 

to investigate, prevent, and 

mitigate potential malicious uses 

of AI. Tractica forecasts that the prevention against 
cybersecurity threats will be in the top 20 use 
cases for AI in terms of revenue between 2017 
and 2025. (Tractica, 2018)  

Policies like the Organization for Economic 
Cooperation and Development (OECD) Fair 
Information Practice Principles and proactive 
approaches like Privacy by Design are being 
reformatted to consider threats from AI. 
(National Cyber Security Alliance, 2018) 

Home assistants like Amazon Alexa and Google 
Home cause concern for many users who think 
the AI is ‘eavesdropping’ on them at home, 
however they 'don’t actually do anything with 
your voice until you say their ‘wake word, which 
is usually just ‘OK Google’ or ‘Alexa’.’  
(Wired, 2017) 

Healthcare privacy policies such as HIPAA in 
the US are strictly adhered to, and many 
companies are working to ‘try not to use 
‘gamification’ techniques to get patients 
addicted to our product.  It's true that we want 
to encourage them to be engaged with their 
effective health routines, but we don't need to 
go beyond that.’ (Cathy Pearl, Sense.ly) 

Researchers and engineers 

should take the dual-use nature 

of their work seriously, allowing 

misuse-related considerations to 

influence research priorities and 

norms, and proactively reaching 

out to relevant actors when 

harmful applications are 

foreseeable. 

Best practices should be 
identified in research areas with 
more mature methods for 
addressing dual-use concerns, 
such as computer security, and 
imported where applicable to the 
case of AI. 

Actively seek to expand the 
range of stakeholders and 
domain experts involved in 
discussions of these challenges. 

PROGRESSIONS
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6. CASE STUDY: HEALTHCARE 
ALISON DARCY, CEO & FOUNDER, WOEBOT LABS

Woebot Labs was founded to bring mental 
health to the masses. This is an urgent priority, as 
that traditional health systems cannot cope with 
the pace at which mental illness is 
growing. Some of our best approaches to mental 
health - like Cognitive Behavioural Therapy 
(CBT)- are based on practices that are simply 
great life skills, the kind of practical critical 
thinking tools that should be taught in schools. 
Interestingly, we’ve understood for a long time 
that CBT can be taught effectively as a self-
guided program over the internet or in books, 
however, these programs typically have poor 
retention. 

Woebot is trying to solve two problems: 
1. How might we take mental health out of the 

exclusive domain of the clinic and into the 
hands of everyone who wants to learn great 
thinking skills? 

2. How might we do this in a way that is 
engaging? 

Woebot is a chatbot that combines deep domain 
expertise with data science, and a great user 
experience to facilitate both of these things.    

With 20 years of research in treatment development and implementation science, Alison is a clinical 
research psychologist. In 2000 after teaching herself to code she built her first digital health service 
before completing a PhD building a CBT program for in-patients with chronic anorexia nervosa. Alison 
then spent 9 years at Stanford University developing gold-standard treatments and figuring out how 
we may use technology to make these more scalable and accessible.  

‘Inevitably, my work lead me towards larger and larger data sets and I reached out to Andrew Ng (now 
chair of Woebot Labs) to invite him to collaborate on a project using app data to personalise content 
according to the individual’s symptoms. We never worked on that project together, but became friends 
and had many a conversation about the intersection of our two fields, until eventually I spent some 
time across campus in his lab, working with his graduate students on ideas in healthcare until I left 
Stanford and started working on prototyping ideas myself.’     

ALISON DARCY: BIOGRAPHY 

ABOUT: WOEBOT LABS 
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BIAS & FAIRNESS: HOW IT’S 
HANDLED 
Woebot is based on helping people recognise 
cognitive distortions in their own thinking so we 
think about bias a lot. A common misperception 
is that it is the job of the scientist to eliminate 
bias. Bias always exists in these endeavours. The 
definition of science is the minimisation of bias, 
so I believe we have a relevant skill set in 
developing AI systems — is the core reason I 
have argued for the partnership of clinical 
scientists with computer scientists when 
developing AI in healthcare. One of the earliest 
places to think about bias in AI is in the data 
inputs. 

CHALLENGE 
    Woebot users are anonymous. 
  How may we ensure that our data 
  is not over-biased in favour of, say 
  18-22 year old males, for 
example? One thing we think about constantly 
are adversarial examples and we design to 
minimise the impact of a poor decision. For 
example, if Woebot does not understand with 
high confidence the nature of the problem that a 
user is sharing ‘he’ will state that, and guide 
them through a technique that is applicable 
generally.  

SOLUTION

  The set of principles that we refer 
  to on our website as Woebot’s 
  ‘core beliefs’ are guiding  
  principles for Woebot’s design 
including how we think about algorithms. For 
example, Woebot states that: ’Humans are 
fundamentally dynamic and fluid, constantly 
changing’, so we keep a close eye on how 
algorithms are changing, reflecting how the 
needs of our users are changing. 

I see ethics as a set of principles that guide decisions and reasoning. As a psychologist, 
these are set forth by the relevant accrediting body, such as the British Psychological 
Association. These principles are; respect for the rights and dignity of the person, 
competence, responsibility and integrity. As tech inevitably evolves it becomes 

increasingly important to anchor on things that would guide decisions rather than prescribe them. 
Similar to GDPR as a way of implementing good privacy practice - the principles must be applied to the 
design of products according to the developers’ interpretation and the burden of demonstrating that 
they have been adequately addressed rests with the company.  
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WOEBOT’S MORAL ENGINE 
This is best represented in the design principles 
communicated through his ‘core 
beliefs’ (published on our website) and that he 
actively communicates when ‘talking’ to a user. 
The point of the core beliefs is to communicate 
what Woebot stands for. These principles guide 
how he converses, and even some of the 
constraints that govern how his algorithms 
behave. One of these beliefs is, as Woebot puts it:  

 I like to empower people by asking them some 

thoughtful questions to facilitate their own 

insight, rather than provide my own. For 

example, even if I could detect your mood, I 

would rather just ask you how you feel. 

• Woebot favours active enquiry over passive data 

collection 

• Woebot will not engage in what has been 

referred to as ‘emotional AI’ where the user’s 

emotional state is detected based on natural 

language inputs without the users knowledge 

Why does Woebot behave like this? 
• It’s important to facilitate self-reflection 

• It can be disempowering to be told how you feel

In this sense Woebot was built to be without 
morality or judgement. Coming from a place of 
fostering empowerment, Woebot is profoundly 
user guided, not just in the ‘choose-your-own-
adventure self help book’ sense, but will never 
employ persuasion, or try and convince someone 
to change if they don’t want to. This is both a 
fundamental belief I have about working with 
people toward mental health, as well as being an 
important design principle for symbolic systems.  



 

  The foundation of every  
  relationship is trust, whether it be 
  a friendship, therapeutic 
relationship, or use of an AI-based mental health 
service. As with all good relationships, trust is 
based on transparency, respect and integrity 
and this is what we try and consistently 
demonstrate. 

  Given the challenges that we are 
  experiencing in access to mental 
  health services, Woebot is one of 
the best use cases for AI today. Far from robots 
taking jobs, this is about automation and task-
shifting of mundane non-human tasks, at a scale 
that has the potential to reduce the disease 
burden of mental health around the world. 

For a service like ours, security and privacy are 
table stakes. Our service is not subject to the 
Health Insurance Portability and Accountability 
Act (HIPAA, 1996) that provides data privacy 
and security provisions for safeguarding 
medical information from a technological point 
of view in the United States. However, we 
behave as if it is. Our native apps are 
encrypted and the executive team meet 
weekly to discuss privacy and data 
protection issues.   

From a data privacy standpoint, we approach 
Woebot and the data he is gathering as if it 
was happening in the context of a study. Since 
we’re a group of scientist-practitioners, this 
more stringent set of privacy protection is what 
we were living and breathing for so long that is 
natural for us, and since we want to raise the 
bar for digital mental health services, we 
hold ourselves to this higher standard. This 
has meant that we have been a little bit more 
prepared for up and coming GDPR regulations 
than most, because many of the principles 
therein are in concert with business flows that 
we already had in place.  

One could ask Woebot to delete his memory 
of all their data, for example, similar to the 
right to be forgotten.  Again, going back to the 
first ethical principle of respecting the rights 
and dignity of the individual, we anchor on 
transparency, and informed consent. We 
believe that once the user is fully informed 
about the ways in which their data will be 
used that it is up to them whether they want 
to continue.     

PRIVACY & SECURITY
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MOVING FORWARD: ENSURING AI IS 
UDED ETHICALLY IN HEALTHCARE 

It is so important that we talk about ethics in the 
application of AI to healthcare and we must do 
this in a meaningful way with domain experts, 
clinicians, computer scientists, as well as end 
users (i.e., patients). Ideally we can formulate a 
set of guiding principles that will anchor best 
practices. Then we will need a plan for 
implementation. 

The concern is that the right mix of experts do 
not get around the table when designing 
applications built on AI. It’s worrying when non-
experts create systems using conventional 
wisdom as their guide rather than genuine 
domain expertise, they are missing important 
nuance and it will undermine people’s confidence 
in these applications and hurt the field overall.   



 

Abhishek is a Prestige Scholar from McGill University with a degree in Computer Science and 
Economics. He's an AI Ethics Researcher at District 3 & McGill University and the lead organiser for 
the Montreal AI Ethics meetup, a bi-weekly event where members from the community do a deep 
dive into technical and non-technical aspects of the ethical development of AI. His current interests 
include reproducibility and accountability as key pillars in building ethical AI. Most recently, he's 
written a paper on how large-scale data breaches combined with advances in deep learning 
techniques will lead to the next generation of identity theft and fraud.

7. CASE STUDY: FINANCE 
ABHISHEK GUPTA, ETHICS RESEARCHER, McGILL 
UNIVERSITY

32%     of the financial sector jobs in the UK 
     are at high risk of automation. With the 
rise of AI coverage in the media, such headlines 
are becoming more commonplace. While they 
hold a degree of truth to them, there are quite a 
few nuances to think about when considering 
the impact that AI will have on the financial 
services industry. 

Given the massive promise that AI has to offer, 
finance has also tapped into deep learning 
techniques to gain an edge in a highly-
regulated, fiercely competitive landscape. 

A survey in 2015 found that false declines, 
legitimate transactions that are wrongly rejected, 
cost retailers $118 billion; automated and more 
efficient fraud detection can help to mitigate 
these losses. Automation also allows reduction 
in costs to meet compliance and regulatory 
requirements which are currently estimated to 
cost the industry $270 billion a year.  

What we’re experiencing with AI-enabled 
automation is an automation of cognitive labor 
whereas previously it was just physical labor. This 
wave of ‘white-collar automation’ renders 
specialized fields irrelevant in a short while. In 
2000, Goldman Sachs’ U.S. cash equities trading 
desk in New York employed 600 traders. Today, 
that is down to 2 humans while the rest is done 
by machines. 

JOB AUTOMATION 

Certainly, the labor impacts raise certain ethical 
and moral concerns in terms of the responsibility 
that the employers have towards retraining their 
employees. But how do we better prepare senior 
management to understand the trends? To take 
informed decisions, our research has found that 
right off the bat, people need to understand the 
differences between  AI, machine learning and 
deep learning. 

Secondly, we can look at the underlying machine 
learning techniques, the types of datasets 
available and research advancements on 
platforms like arXiv to gain a more thorough 
understanding of this rapidly evolving domain. 
Finally, understanding the degree of autonomy, 
from human-controlled, semi-autonomous to 
autonomous will also help to delineate the actual 
impacts that the deployment and use of new 
systems is going to have.

ABHISHEK GUPTA: BIOGRAPHY 
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       The use of personal assistants in  
      the form of chatbots can increase 
      accessibility of financial planning 
services to individuals that are more 
comfortable with a conversational interface 
rather than a complex financial product 
offered online. Additionally, such an interface, 
if operated by voice can also serve to extend 
these services to people who can’t read. 
Automating these services could also lower 
price points, allowing the financial institutions 
to offer these up to a larger number of their 
clients.

AI FOR FINANCIAL SECURITY: HISTORICAL APPLICATIONS 
The possibility of using AI in financial fraud detection garnered a lot of interest in the 1990’s. In an era 
where a lot of transactions were handwritten, the US Department of Treasury developed a system 
called FinCEN Artificial Intelligence system (FAIS) which helped them sift through 200,000 transactions 
a week through handwriting analysis to identifying discrepancies. Over the period of 2 years, FAIS was 
able to identify 400 potential cases of money laundering equaling $1 billion. Ultimately, what led to 
the demise of Expert Systems in the field of finance was their sheer complexity and a mismatch 
between the expectations and reality of what these systems could accomplish. 

 
This quick sojourn to see what happened with the use of AI in finance in the past is a good way to 
inform our decision making about the use of these systems today – especially not to think of them as a 
panacea and to understand the actual capabilities and limitations of the systems is quite important in 
framing policies around the use of AI in finance.  
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AI AND ACCESABILITY 

      Deep learning techniques are helping 
      to power some impressive upgrades, 
      improvements in performance and 
customer experience. 
  
• Financial institutions and vendors are using AI 

and machine learning methods to assess credit 
quality.  

• Firms are able to leverage data from social 
media streams and perform things like 
automated entity recognition as a way to feed 
more context into their decisions.  

Whilst, non-traditional financial information 
could introduce biases, there is a bright side to 
this where use of these non-traditional sources 
can benefit people who don’t have access to 
formal credit and financial markets, essentially 
help in extending banking services to the 
approximately 2 billion ‘unbanked’. 

1. 2. 

3. 
      The use of automation also lowers 
      the price point of financial       
      information which can help more 
people access investment opportunities: 
companies like Quantopian allow people to 
upload their algorithms to trade in markets. 
Other firms like Numer.ai provide proprietary 
market data on a platform to data scientists 
and machine learning engineers around the 
world via a technique called homomorphic 
encryption. This obfuscates the actual data 
but still retains the underlying mathematical 
properties of the dataset allowing the people 
using the platform to apply state of the art 
algorithmic approaches to make predictions 
on the dataset. Numer.ai in return provides a 
cut of the profits generated to those that 
build the most successful models. 



 

AREAS RIPE FOR DISRUPTION

Credit  
scoring

Asset 
management

Fraud 
detection

Due to the easy availability of structured 
data and the nature of tasks being strictly 
codified and repeatable, these areas will 
quickly experience the impacts as AI 
becomes more widely deployed.

PUSH FOR REGULATIONS: 

Recently, there has been much encouragement 
in moving towards stricter regulatory 
compliance, meaning that firms need to find 
more efficient ways to comply and maintain 
profit margins while not being bogged down 
by compliance costs. Automation can go a 
long way in meeting these compliance 
requirements and exceeding in some places 
the quality of work that would be done by 
human agents. The total RegTech market is 
expected to reach $6.45 billion by 2020, 
growing at a compound annual growth rate 
(CAGR) of 76%. 
 
When thinking about the stability and 
resilience of a largely automated financial 
system, there can be an exacerbation of 
negative outcomes triggered by false 
information — automated systems that act at 
sub-human comprehension level can trigger 
massive market panics — e.g. 2013 tweet on 
White House explosion caused market panic. 
  

Ultimately, we must dedicate adequate 
resources towards understanding the ethical 
and societal impacts of deploying AI-enabled 
automation to make sure that the benefits are 
equitably distributed. 

PROGRESS: CREATING ETHICALLY 
SOUND AI IN FINANCE 
With all the great opportunities coming up with 
the use of AI in finance, we must keep our eyes 
open to new ethical concerns that these systems 
might create. As an example, lack of 
interpretability in the machine learning models 
will create barriers in terms of audits of these 
systems that could limit their deployment and 
acceptance. This will hinder some of the audit 
requirements that financial firms face and in case 
of potential discrimination cases, it will be hard 
to justify one way or the other.

HOW DO WE IMPLEMENT THIS? 
Adequate testing and ‘training’ of tools with 
unbiased data and feedback mechanisms are 
important to ensure applications do what they 
are intended to do — robustness of the results 
that are produced from these systems must be 
ensured, especially when taking decisions on 
personal finances for an individual, e.g. loan 
applications processing.
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 8. AI FOR GOOD:  
APPLICATIONS
Andrew Ng called AI the new electricity - in the 
next several years there won’t be an industry that 
hasn’t been transformed by it.  
(Stanford Business, 2017) 

The AI market is not confined to any one area or 
industry and has the potential to transform all 
sectors, and already powers many of our 
interactions today. 

     HEALTHCARE 

Drug Discovery: IBM Watson Health have 
created a platform that allows researchers to 
generate new hypotheses with the help of 
dynamic visualisations, evidence-backed 
predictions and natural language processing 
trained in the life sciences domain. (IBM, 2018) 

Treatment Suggestions: Diagnosis is 
extremely complex and varies from patient to 
patient, currently making it a challenging area 
for AI. However, machines are competent in 
aiding physicians make the right treatment 
suggestions and suggest treatment ideas or 
options to doctors in dealing with unique 
future cases – by pulling from what worked 
best in the past. (Techmergence, 2017) 

Medical Imaging: The first FDA approved 
medical imaging company, Arterys, are using 
machine learning to screen, diagnose and 
monitor disease to provide timely treatments 
as well as stopping and altering treatments 
that don’t work. (Daniel Golden, 2017)

       TRANSPORT 
         
Improved Road Safety: Despite the recent 
crash involving a driverless Uber, more than 
90% of car crashes in the US are thought to 
involve a human driver error. (The 
Conversation, 2017) 

Accessibility:  With approximately 20% of 
the UK population having some form of 
disability, many people could benefit from 
autonomous vehicles. (SystemsConcepts, 
2017). Autonomous vehicles alone are not 
enough to help these people become more 
independent, but simultaneous advances 
in AI will allow vehicles to understand 
passengers, observe nearby surroundings 
and communicate with people. Together, 
these technologies can provide independent 
mobility with practical assistance for each 
user’s abilities and needs. (The Conversation, 
2017). 

Ford is also working on a smart car window 
to help blind passengers experience the 
passing landscape by using ‘high-contrast 
photos to reproduce scenery using LED 
lights.’ (BBC, 2018) 

Reduced Congestion: Even a small number 
of autonomous cars on the roads to regulate 
speed can reduce traffic. (Technology 
Review, 2017). Self-driving technology has 
the potential to fundamentally change the 
way we live in a very positive way, and will act 
as a key step towards building smarter cities 
that provide a better quality life where ‘AI will 
have a fundamental role on transforming 
them’. (Raquel Urtasun, 2017)

Healthcare data provides experiences to 
be gleaned. AI provides us an 
opportunity (and a framework) to ensure 
that we are learning as much as possible 
from those hard-learned lessons. With 
that accumulated knowledge in hand 
we’ll continue to improve our ability to 
predict outcomes or diagnoses, but more 
importantly, better understand how (and 
when) to intervene to improve outcomes 
for patients across the entire industry.
(David Ledbetter, Children’s Hospital Los 
Angeles)
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   CUSTOMER  
   SERVICE 

Cutting costs: Speech recognition technology 
is already used in call centres to minimise the 
amount of man power needed. Speech 
recognition can help companies lower costs 
and automate the handling of 40-85 percent of 
incoming customer calls. (TechTarget, 2017) 

Predictive AI: As consumers interact with 
home assistants the AI learns from the input to 
learn your preferences and suchlike. 
Responsive retail is stepping in to help ‘people 
find products in their precise moment of need 
— and perhaps before they even perceive that 
need — whether or not they’re logged in or 
ready to click a ‘buy’ button on a 
screen.’ (HBR, 2016) 

Real Time Chat Translation: Imagine a 
customer reaches out to a platform in 
Portuguese but the worker doesn’t speak the 
language — Unbabel automatically translates 
dozens of languages into your detected 
languages. With no language barrier in the 
way, customer service providers can instantly 
understand the query and provide a quick 
answer. (Unbabel, 2018) 

Who would’ve guessed that today we’d be able 
to have realtime chat in customer support 
rather than having to wait 48 hours to hear back 
from an agent over the phone to solve a billing 
issue? And if you look at the numbers, it’s quite 
impressive. According to a report by Forrester, 
the number of customers that use live chat over 
phone and email has increased by 50% since 
2012. In fact, live chat is now so popular that it 
is the most preferred customer communication 
channel, according to the study. (Unbabel, 
2018)

         ENVIRONMENTAL  
         SUSTAINABILITY 

Creating Smart Cities :The Government of the 
Hong Kong Special Administrative Region 
released the Smart City Blueprint for Hong Kong 
in 2017, with the vision to build Hong Kong into 
a world-class smart city. The government are 
currently using artificial intelligence to make 
Hong Kong more sustainable. Big data, machine 
learning and AI all play an important role to 
support the vision, and the Government are 
taking measures to facilitate the development of 
big data analytics and artificial intelligence in the 
Government and the industry. 

Saving the Oceans: A team at MIT have 
developed a Soft Robot Fish called SoFi, to help 
scientists analyse and monitor marine life. These 
kinds of robotic fish could be essential to 
understanding and protecting creatures in 
danger of disappearing from our oceans 
threatened by human activity and climate 
change. The aim of the robot is also to explore 
marine life further and the team hope that it may 
help them uncover more mysteries from the 
depths of the underwater world. (Fortune, 2018) 

Making Use of Our Waste: In the UK alone, the 
average household produces more than a tonne 
of waste every year. (CBenvironmental, 2017) As 
a method of tackling this, The Dubai Municipality 
(DM) has developed its 'Wasteniser' to help 
energise waste with AI. The project, overseen by 
the Dubai Future Foundation (DFF), aims at 
converting the city's solid waste into a source of 
energy. (Khaleej Times, 2018)
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9. AI FOR GOOD: WHERE ARE 
WE HEADING?

      We want to make technology 
      that makes humans’ lives better, 
our world safer, our lives more productive 
and better. All this requires a layer of 
human-level communication and 
collaboration.  
(Fei-Fei Li, MIT Tech Review, 2018) 

WORKING TOWARDS ETHICAL AI 
Currently there aren’t consistent standards or 
transparent review practices to ensure AI is used 
to improve society. Whilst more and more social 
scientists are using AI to ‘solve societies ills’, 
they are currently using ad hoc rules that are 
created on the go. (Jake Metcalf, 2018) 

The report by the House of Lords mentioned 
previously, ‘AI in the UK: ready, willing and 
able?’, has made over 70 recommendations for 
AI’s positive development ranging from 
retraining staff for emerging roles to general 
education for the public: ‘there is a rapidly 
growing need for public understanding of, and 
engagement with, AI to develop alongside the 
technology itself.’ The report also states that AI 
should never be given the autonomous power 
to hurt, destroy or deceive. Ensuring that 
education in the ethics of AI is prevalent 
throughout the design process will help mitigate 
untoward outcomes and will encourage people 
to work alongside AI. (2018) 

  Creating teams that 
communicate transparently will lead to the best 
practices in ethics. The AI for Good Foundation 
in Boston are working to maximise the benefit 
of AI for social good through the lens of 
sustainable development. (ai4good, 2018) 
Organisations such as this who encourage 
collaboration between researchers, 
practitioners and policy makers are integral in 
creating transparency. For this reason, Royal 
Mail work in a way that means there is always 
more than one person on a project. I work to 
the rule that I should be able to show 
someone what I am doing with their data 
without fear or concern. (Kat James, 2018)

AI has the capacity to 
dramatically transform our 
society for the better, and for 

citizens and society to flourish, it is 
important that the development of AI 
doesn’t happen in a corporate vacuum.  
(Ali Shah, 2018)

EDUCATION & 
COMMUNICATION 

Making the best of AI is one 
of the most important 
challenges of our century, a 

challenge we all face together.  
(Future Advocacy, 2018)
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THE QUESTION IS NOT ‘IS AI GOOD 
OR BAD’, BUT HOW WILL WE USE IT? 
The challenge is to ‘maximise the benefits of 
the technological revolution while mitigating 
and preventing the dangers’. (ITU News, 2018) 

The extent that we are now able to collect and 
manipulate data will radically change lives, for 
better or for worse - it’s now our job to make 
sure it’s done for better.  

This year alone, at least 1 billion people were 
touched by AI in some way, and this will only 
increase. (Huffington Post, 2017) IBM have 
developed 3 core principals to ensure AI is 
used for good:  

1. Purpose — technology should be designed 
to enhance and extend human capabilities, 
augmenting human intelligence, not 
replacing. 

2. Transparency — AI must make clear for 
what purpose and when it is deployed, and 
what data informs its solutions. 

3. Skills — Developers should assist students, 
workers and citizens in acquiring skills and 
knowledge to safely perform work 
alongside AI. 

   (IBM Think Blog, 2017) 

Element AI, the Canadian startup — co-
founded by Jean-François Gagné, Nicolas 
Chapados, and Yoshua Bengio, has recently 
opened an outpost in London to work with 
charities, NGOs and others on AI for Good.  

Element AI wants to position itself, and 
AI, as something that can be used to 
help everyone.  

The team are dedicated to bringing AI to the 
masses and making sure it’s providing tools 
that are not just meeting the needs of big 
companies.  (TechCrunch, 2018) 

WHERE’S THE RESEARCH COMING 
FROM? 
1. Researchers from six institutions, have recently 
formed a group called Pervade in attempt to 
construct a formalised ethical process for big 
data research that both universities and 
companies could use. Jake Metcalf explains that 
their goal is to ‘figure out what regulations are 
actually helpful.’ (Wired, 2017)

2. At De Montford University, researchers are 
currently working on several EU funded 
projects that look at helping industry to 
integrate ethical and responsible thinking into 
their innovation cycles. Responsible 
innovation is a new term for many 
common practices – but often these are 
disjointed and there is a lack of 
knowledge sharing in terms of good 
practice.  (Catherine Flick, De Montfort 
University) 

3. The ACM Code of Ethics is currently being 
updated and includes a significant effort to 
capture what it is to be an ethical computing 
professional in the 21st century. (ACM, 2018) 

4. Sage have created 5 core principles for 
developing AI for business which cover bias 
and diversity, accountability, fairness, and a 
proposal of how humans will work alongside 
AI.  

We have learnt that users build a 
relationship with AI and start to trust it 
after just a few meaningful interactions. 
With trust, comes responsibility. AI needs 
to be held accountable for its actions 
and decisions, just like humans.  
(Sage, 2018)
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10.LEARN MORE

RE•WORK is a female-led events organising 
company that brings together breakthrough 
technology, cutting-edge science and 
entrepreneurship shaping the future of 
business and society. We create and organise 
globally renowned summits, workshops and 
dinners, bringing together the brightest 
minds in AI from both industry and academia. 
At each RE•WORK event, we combine the 
latest technological innovation with real-world 
applications and practical case studies. Learn 
from global pioneers and industry experts, 
and network with CEOs, CTOs, data 
scientists, engineers and researchers 
disrupting their industries with AI. We also 
provide an analysis on current trends and 
innovations, through podcasts, white papers 
and video interviews. 

Join us to learn more about the most cutting 
edge AI technologies and how they’re being 
applied ethically at our upcoming summits. 
View our calendar of events here. 

ADDITIONAL READING FROM 
RE•WORK 
• Should You Be Using AI In Your Business? 

White Paper 
• How Can We Use AI To Debunk Fake News? 

Blog 
• How Can NLP Help Enhance Customer 

Experience? Blog

RE•WORK PODCAST: WOMEN IN AI 
Women in AI is a biweekly podcast from 
RE•WORK, meeting with leading female minds 
in AI, Deep Learning and Machine Learning. 
We speak with CEOs, CTOs, Data Scientists, 
Engineers, Researchers and Industry 
Professionals to learn about their cutting-edge 
work and advancements, as well as their impact 
on AI and their place in the industry. Guests 
include:  

• Aparna Lakshmiratan, Research Scientist, 
Facebook  

• Doina Precup, Senior Lecturer & Research 
Scientist, DeepMind Montreal & McGill 
University 

• Layla El Asri, Research Manager, Maluuba
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